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While parallel corpora are developed continuously, tools to query, annotate and analyse parallel corpora are scarce. Here, we showcase our TimeAlign web application for parallel corpora annotation and visualization.
TimeAlign was originally developed to model variation in tense and aspect, but has been applied in other domains as well, making it a general-purpose tool for cross-linguistic investigation.

Annotation of parallel corpora

Descriptive statistics

TimeAlign facilitates annotation of parallel corpora (van der Klis et al., 2019). On this poster, our data
stems from J.K. Rowlings’ Harry Potter and the Philosopher’s Stone, chapters 1 and 17. The novel and
its translations were OCR’ed, manually checked for spelling errors and then automatically preprocessed and
aligned (using Uplug, Tiedemann (2003)). We created a script to mark dialogue and narrative parts based
on punctuation. Annotators then selected all finite, indicative verb phrases from the corpus and assigned
a tense label to these verb phrases in a web interface (dubbed PreSelect). Annotators then marked the
translations for each of these verb phrases in two Germanic languages (German and Dutch) and three
Romance languages (French, Italian and Spanish) and assigned tense labels in TimeAlign. As an example:

Table 1 shows the descriptive statistics of tense use in dialogue in our corpus. We find the number of
Present, Imperfective Past, and Past Perfect occurrences are largely similar across languages.
However, the distribution of Perfective Past and Perfect use differs cross-linguistically, with all
languages (except for Spanish) having more Perfect use than English. We see that the French and
Italian Perfective Past is almost non-existent in dialogue.

(1) (en)
(de)
(nl)
(fr)
(it)
(es)

‘But Snape tried to kill me!’
‘Aber Snape hat versucht mich umzubringen!’
‘Maar Sneep heeft geprobeerd me te vermoorden!’
‘Mais Rogue a essayé de me tuer!’
‘Ma Piton ha tentato di uccidermi!’
‘¡Pero Snape trató de matarme!’

[Perfective Past]
[Perfect]
[Perfect]
[Perfect]
[Perfect]
[Perfective Past]

en de nl fr
it es
Present
126 156 164 130 124 122
Perfective Past 120 62 83
0
2
89
Imperfective Past 50 39 38
Perfect
27 79 59 99 94 23
Past Perfect
2
4
6
3
4
1
Tab. 1: Most frequently attributed tense categories in the dialogue parts of the novel.

The table hints at shared reference to present events, but variation in reference to past events. However,
Table 1 provides no conclusive evidence, as e.g. all English simple pasts could have been translated with
German Präteritums. The next sections show the various visualizations available through TimeAlign that
do allow us to construct a full cross-linguistic picture.

Sankey diagrams: comparing two languages

Multidimensional scaling: dimensions of variation

In Sankey diagrams, the width of the arrows is proportional to the number of cases. Sankey diagrams
allow us to compare two languages on multiple levels of annotation, e.g. tense use and formal structure. A
similar idea in the literature is dubbed Parallel Sets (Bendix et al., 2005).

We use multidimensional scaling (MDS) to uncover patterns in cross-linguistic variation (after Wälchi & Cysouw (2012)).
MDS allows us to visualize the level of similarity of contexts in the dataset. We define a context as a tuple of assigned tense labels (e.g. (1) :=
hPerfective Past, Perfect, Perfect, Perfect, Perfect, Perfective Pasti). Two contexts are considered most similar if the tense label for each language matches, and most dissimilar if none
of the tense labels match (e.g. d((1), (2)) = 0.167). The MDS algorithm then plots each context in a
n-dimensional space based on similarity (such that similar contexts cluster together).
Per language, we can then colour each context using the language’s tense labelling, leading to interpretable
(semantic) maps. We illustrate this colouring in Figures 3, 4, and 5. In Figure 3, the colouring represents
the assigned tenses for English, in Figure 4, for Dutch, and in Figure 5, for French.

Fig. 1: Sankey diagram showing the differences in tense use in English and German.
Fig. 3: Result from applying MDS, with English tense labelling.

Fig. 4: Result from applying MDS, with Dutch tense labelling.

Fig. 5: Result from applying MDS, with French tense labelling.

Fig. 6: Idealization of temporal reference in Germanic and Romance.

From the Sankey diagram, we can confirm English and German use the Present in similar circumstances,
but have differing distributions of Perfective Past and Perfect: about half of the simple past
occurrences are translated with a Präteritum, while the other half are translated with a Perfekt.

UpSet: intersections in use
As a next step, we would like to compare intersections in use of a certain marker between languages (e.g.
use of the Perfect). However, simple Venn diagrams will not suffice due to combinatorial explosion. An
alternative visualization is possible via UpSet (Lex et al., 2014).

Figure 4 show that Dutch uses the Perfect rather than the (English) Perfective Past in some
cases, given that some of the dots on the right side of the map have turned blue: these contexts are all like
(1) above. The French Perfect area in Figure 5 however forms a superset and covers even more of the
English and Dutch domain of past reference, and includes cases like (2).
On the left side of the map, which can be interpreted as the domain of present reference, we see that the
blue dots in Figure 3 have disappeared in Figures 4 and 5. These are continuative and resultative contexts,
in which only English allows Perfect use, and all other languages resort to a Present.
(3) (en)
(de)
(nl)
(fr)
(it)
(es)

‘How long have I been in here?
‘Wie lange bin ich schon hier?’
‘Hoe lang lig ik hier al?’
‘Ça fait combien de temps que je suis là?’
‘Da quanto tempo sono qui?’
‘Cuánto tiempo hace que estoy aquı́?’

[Perfect]
[Present]
[Present]
[Present]
[Present]
[Present]

Figure 6 provides an idealization of the temporal domains. Figure 6 shows the main competition in past
reference is between Perfect and Perfective Past. The languages in our sample form an implicational hierarchy of Perfect use, spelled out in (4) below. Figure 6 also shows there is no competition
between Perfect and Imperfective Past as imperfective temporal reference covers largely the same
area in the other Romance languages.
(4) Implicational hierarchy of Perfect use: French, Italian > German > Dutch > English, Spanish

Conclusion

Fig. 2: Upset visualization showing the intersections of use of the Perfect across languages.

With the UpSet visualization, we are able to see that there is a shared space of Perfect use (8 cases in
which all languages + 13 cases in which 5 out of 6 languages use the use the Perfect). Also, we see 28
contexts (like (1) above) in which German, Dutch, French, and Italian overlap in Perfect use. Finally,
in 14 contexts only German, French, and Italian agree on Perfect use. These all constitute events in
sequence, like (2) below, which prompt Dutch to use a Perfective Past.
(2) (en)
(de)
(nl)
(fr)
(it)
(es)

‘He fell asleep as we was flyin’ over Bristol.’
‘Er ist eingeschlafen, als wir über Bristol flogen.’
‘Hij viel in slaap toen we over Bristol vlogen.’
‘Il s’est endormi quand on a survolé Bristol.’
‘Si è addormentato mentre volavamo su Bristol.’
‘Se quedó dormido mientras volábamos sobre Bristol.’

[Perfective Past]
[Perfect]
[Perfective Past]
[Perfect]
[Perfect]
[Perfective Past]

TimeAlign facilitates both annotation of parallel corpora as well as various visualizations. Note that all
visualizations are white box methods: they allow us to drill down to the raw data to further investigate
the differences between languages.
TimeAlign has grown from a tool specifically aimed into modeling tense and aspect into a general tool for
cross-linguistic investigation (see e.g. Bremmers et al. (2019) for an application in the nominal domain).
Recent work includes improving the annotation interface. First, we are implementing customisable annotation layers. Second, we now allow analysis on multiple layers of annotation. Lastly, we are introducing
sentence level (rather than phrase level) annotation in the domain of conditionals (Tellings, 2019).
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